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Executive Summary
This document presents progress on the design and implementation of Semantic Booster - an
ALIGNED tool for generating high-quality software components from precise models with metadata
annotations. The original Booster tool uses Model-Driven Engineering techniques to take a formal,
mathematical specification and generate a complete information system. A key feature is the
ability to automatically generate data migration procedures allowing the smooth transition of data
when the underlying database is updated. The extension work for the ALIGNED project links
Booster with the Model Catalogue tool described in Deliverable 3.2 [1]. This enables domain
experts to develop systems conformant with existing standards, datasets or systems, and allows the
automatic linking of data collected and stored within Booster to be linked back to rich metadata
stored within the Model Catalogue.
This report documents the language and generation process, and the architecture of generated
systems, highlighting the functionality applicable to the ALIGNED project. It describes the progress
to date with integrating the Model Catalogue and Booster tools, and outlines the use-cases for the
tool within the project. It concludes with an outline plan for future development and evaluation of
the tool. An accompanying video demonstrating the functionality of the tool is available at
1
https://youtu.be/_DKlpyjG0Q8 and the Booster code is available on github .

1

https://github.com/Booster2/Booster2/
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Introduction

This document presents progress on the design and implementation of Semantic Booster - a ModelDriven Engineering tool for use in the domain of data-intensive systems. The Model-Driven
paradigm of automatically generating components from precise specifications provides
considerable advantage in rapid-prototyping and agile development processes, and can help ensure
that data integrity is maintained during collection, upgrade and analysis.
The original Booster tool [2] provides a textual language, based on standard modeling notations
such as UML, but incorporating precise invariants, pre- and post-conditions from formal methods
notations such as Z and B. The Booster compiler takes system specifications written in this
language, and generates complete system implementations: an underlying data store, complete
with stored procedures for ensuring that data manipulation conforms to all specified constraints
and business rules; a programmatic interface, to allow applications to interact with this data; and a
web-based user interface to allow end-user interaction with the data.
In the ALIGNED project, we are extending the Booster tool to support extended semantic domain
models and models of the software and data lifecycle for producing program transformations that
generate or configure aspects of implementation or data for evolving systems. The first stage of
this work is to link the Booster tool with the Model Catalogue tool described in Deliverable 3.2 [1],
and there are two main components to this work.
The first of these integrations is the generation of simple specifications from models described
within the Model Catalogue. This provides domain experts, who need not be technical, with the
ability to generate basic systems using the interface provided by the catalogue, and allows Booster
systems to be built using reusable model components - such as value domains defined in data
standards, or classes of data used by other software artefacts. As metadata is shared and reused, it
allows the associated data to be more easily reused or understood in context. Reducing the gap
between domain experts and system specification can ensure higher-quality software components
are generated.
The second integration is with the catalogue and the data collected within a Booster system. By
updating the APIs and allowing catalogue links to be stored alongside the Booster data, we can
ensure that definition and context metadata is always available alongside any data item. This
makes data collected and stored within Booster systems more amenable to sensible interpretation
and consistent reuse, increasing its utility and longevity.
This document outlines several advancements of the research agenda, including ALIGNED specific
features and application to use cases. Further iteration of the Semantic Booster tools will be
reported in Phase 3 of the project.
This report is structured as follows: Section 2 sets out the motivation and challenges for the
Semantic Booster tools, and a description of the implementation follows in section 3. Section 4
outlines the ALIGNED-specific features built into the tool, and Section 5 outlines the planned
implementations for the ALIGNED use cases.

1.1 Accompanying Demonstrator Video and Open Source Code
A short video demonstrating the functionality of the tool is available at https://youtu.be/_DKlpyjG0Q8
and the Booster code is available on github2.
2

https://github.com/Booster2/Booster2/
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Problem Statement and Motivation

The data belonging to an organisation is often its most valuable asset: traditionally payroll
information and customer details, but more frequently entire business models are based on the
gathering and dissemination of information. The software responsible for maintaining the integrity
of this data, and its consistent interpretation, will be critical to the ongoing function of the
business. Moreover, organisations need to evolve and adapt, and it will be essential for the
software and data to follow changes to business rules, and for the semantics of the data to remain
clear and unambiguous.
Building software that is both robust and adaptable brings with it many challenges. The typical
development process for robust systems for use in safety-critical applications will be slow and
labour-intensive. Agile development processes are key to maintaining and evolving software, but
are not effective when dealing with large complex datasets, or where the guarantee of software
correctness is reliant on more than simple testing.
Automation and abstraction provide some solutions to these difficult problems. By automating
part - or indeed all - of the code generation process, the influence of human error can be reduced,
and the subsequent speed-up can decrease the time necessary to adapt or evolve generated,
working code. By using suitable abstractions to model the software’s intended function,
correctness may be more carefully clarified, and the scope of updates or evolutions may be more
immediately realised.
The model-driven engineering approach attempts to combine both automation and
abstraction. Models may be domain-specific: comprehensible to non-technical domain-experts,
with automated processes generating software components to match. In practice, however, such
MDSE tools are either too specific, where models are used for not much more than customising or
configuring a particular software artefact, such as in the generation of embedded systems; or too
general-purpose, where a wide variety of specifications may be expressed, but without the
formality required for robust implementation, and in most cases where code generation must be
supplemented by custom hand-written code.
The Booster tool has been written in an attempt to find the sweet-spot between these two
extremes. Models describe information systems: software components focussed on the correct
management of business-critical data. The modeling language takes an object-oriented approach
to modeling business concepts, but is supplemented with a formal, mathematical notation for
describing relationships between entities, integrity constraints, business rules, and constraints upon
interaction with data. The compilation process is complete: working implementations are
generated with no manual intervention or addition required.
In order to make Booster more widely applicable - in particular to the domain of data-intensive
systems - some key enhancements are necessary. Booster models are mostly without semantics:
the meaning of entities or attributes is not recorded. This means that data collected and
maintained within a Booster system may not be immediately re-usable within a different
context. Although Booster is able to maintain and migrate data in the face of changing
specifications, the meaning or context of this data may be lost. In the ALIGNED project we
integrate Booster with a model catalogue, allowing metadata to be linked to each data item
stored. As well as increasing the value and utility of the data, it allows domain experts to more
carefully specify the functionality of the system, as well as permitting new notions of correctness.
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Semantic Booster

In this section we briefly describe the implementation of the Booster tool, and explain how it has
been updated as part of the ALIGNED project to become Semantic Booster - a tool more suited to
application within the domain of data-intensive systems. We illustrate the new functionality using
screenshots and diagrams.
The Booster tool takes as input a formal specification, written in the Booster language, and
generates a complete working implementation. The Booster language takes inspiration from the
Unified Modeling Language (UML), incorporating familiar object-oriented notions of classes,
attributes and associations. This language is supplemented with a formal constraint language,
inspired by the mathematics notations of Z and B, used in formal methodologies. These constraints
can be used to define integrity constraints and business rules, in the form of class invariants, and
pre- and post-conditions for methods.
The Booster language is supported by a custom editor written for the Eclipse IDE. This provides a
number of features that aid developers, such as syntax highlighting, auto-suggestion, document
outline, and code validation “as-you-type”. Figure 1 shows a Booster specification being edited
within the IDE.
Once a specification is completed, an automatic generator can be executed to generate an
implementation. The generator consists of a number of stages, implemented as a pipeline (see
Figure 2). In the first stage, the model is elaborated - this flattens the class hierarchy and in-lines
any references to other parts of the model, essentially making explicit any default
assumptions. The second stage of the pipeline is to apply a number of heuristics, to generate
simple code from each constraint in the model. These heuristics have been defined based on
experience of developing information systems, and the code itself is written in an abstract,
mathematical notation suitable for subsequent analysis.

Figure 1: A Booster specification edited with the Eclipse IDE
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Figure 2: The Booster generation pipeline
The third stage of the pipeline is to generate additional code based on all constraints across the
entire model. This process is similar to a ‘weakest-precondition’ calculation in formal methods, and
ensures the correctness of the final system: all business rules and integrity constraints are
guaranteed to be considered and upheld in the final system.
The fourth stage of the pipeline is simplification: the previous steps generate large amounts of
code, and much of it may be simplified to produce more efficient programs. The final stage is to
generate a database implementation - the original implementation generates MySQL. This
implementation includes database tables to store the core information, stored procedures to
implement all data update methods, and additional system metadata to provide an objectrelational mapping suitable for external users to interact with the system.
The completed database implementation can be used in conjunction with a bespoke API and user
interface to provide a complete working system. This structure is shown in Figure 3; the web-based
Booster interface is shown in a screenshot in Figure 4.
The Booster approach embodies an approach in which the integrity of the data is allimportant. The rigorous calculations and code-generation in the development pipeline ensures
that for any form of update to the data, all business rules and constraints are considered,
guaranteeing that no data integrity constraints will be invalidated as a result of any subsequent
change. Access to the data is through a carefully-managed API, which ensures that data is only
manipulated in the manner specified in the original model.
In order to apply the Booster toolset to data-intensive systems, a number of enhancements are
being made. By integrating Booster with the Model Catalogue, the stored semantic metadata can
be used to enrich and inform the development of Booster specifications, and to ensure the
consistency and reusability of the data held within Booster systems.

Figure 3: The architecture of a Booster information system
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Figure 4: The Booster web-based user interface

3.1 Booster specification generation from Model Catalogue models
The first enhancement has been to build functionality to generate Booster specifications
automatically from models described in the Model Catalogue. By using model components from
the catalogue in our specification, we can ensure that the generated software can conform with
existing data standards, or UML specifications, or can match data formats described using XML
schema or OWL ontologies. This automation also allows domain-experts to begin generating
software components without the need for development effort. Figure 5 shows the Semantic
Booster pipeline, where platform-specific representations can be loaded into the Model Catalogue,
and Booster systems generated via the Booster compiler, with no manual intermediate steps.

Figure 5: Generating Booster systems from Model Catalogue models
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The structure of a model in the Model Catalogue is in many ways similar to the structure of a
Booster specification. However, a number of transformations are required to take the treestructured model and turn it into the flatter specification required for Booster. As well as this
structural transformation, some more practical changes to Booster were required - in particular
allowing all specification constructs to take a human-readable name, in addition to the standard
identifiers required by the constraint language. By hiding system identifiers below the API level, the
resulting information system is easier to use for subject-matter experts, and ambiguity may be
reduced.
At the outermost level, a DataModel in the Model Catalogue is translated into a System in
Booster. Every EnumerationType within the DataModel is converted into a Booster Set, using the
human-readable names, and generating system identifiers if necessary. All DataClass components
from the model, at any level in the hierarchy are converted into Booster Class declarations. Where
one DataClass is contained within another in the catalogue DataModel, a bi-directional optional-toone association between the two classes is created in Booster, corresponding to the notion of
ownership, or composition in UML.
Every DataElement in the catalogue is translated into an Attribute in the Booster model, with
multiplicities maintained. Those elements with a PrimitiveType datatype in the catalogue are
mapped to the appropriate Booster primitive type. Similarly, EnumerationType elements in the
catalogue get mapped to equivalent Set valued attributes in Booster. Finally, ReferenceType valued
attributes are converted to bi-directional associations to the relevant class in Booster.
As part of this transformation, a basic collection of update methods is generated. For each Booster
class, methods are created for creating, updating and destroying objects of that class. In addition,
for every bi-directional association created by the transformation, methods are created for adding
and removing links. Where these associations correspond to composition or aggregation,
appropriate constraints are added to maintain the ownership properties. Figure 6 shows the
generated specification for part of the PROV-DM Core Structures model.

Figure 6: Excerpt from the Booster system generated from Prov-DM Core
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The resulting Booster specification is suitable for generating a functional system capable of entering
and storing data corresponding to the original model. In many cases this may be sufficient, in
particular with the addition of a bespoke user interface to enact particular workflows on top of the
generated methods. However, the specification may also be used as the basis for a more elaborate
Booster system, by using the Booster functionality for importing and overriding through
inheritance. In this way, constraints and business rules may be added, along with additional
methods and attributes, to provide a richer implementation, but by the nature of inheritance in
Booster, still compliant with the original data model.

3.2 Model Catalogue information through the Booster interfaces
Once a Booster system has been used to capture and store data, it is important that this
information can be re-used. In many cases this may require an understanding of the context of
collection. This is especially helpful where data is to be combined from multiple systems, and it is
important that only data items with similar definitions are combined. In order to allow such
contexts to be available alongside the data, Semantic Booster needs to include functionality to
allow integration with the data stored within the Model Catalogue.
It is vital that the Model Catalogue remains as the single source for metadata, rather than copies of
the data being moved into the Booster-generated system. Although most parts of the metadata
are frozen on publication (and subsequent implementation), other metadata components such as
comments and links may be added after the system has been deployed. The approach taken has
been to create links between components in the Booster specification such that the metadata can
be seamlessly retrieved.
Metadata concerning the Model Catalogue itself is placed in a table alongside the Booster data: the
web URL to locate the catalogue, the version number and name of the catalogue, along with any
lists of any user credentials required to access private models. Each Booster specification
component corresponding to an element from the Model Catalogue is stored with a GUID, a link to
the relevant catalogue metadata, and the credentials required for access. This includes the system
itself, every class and attribute, data types, and enumeration values.

Figure 7: Model Catalogue information in the Booster interface
ALIGNED (H2020 Project #644055)
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This model catalogue data is stored in the database alongside the data, but accessed through a
bespoke set of SQL stored procedures. These are exposed through the API layer so that external
applications can access them. The data is also propagated through the Booster web interface, so
that users of the data can access the appropriate metadata. A new REST API call has been added to
the Model Catalogue, displaying a snippet of HTML with a link for more information. This is shown
in Figure 7.

4

ALIGNED-Specific Functionality

The Booster tools form a key part of the Software Engineering component of the ALIGNED
project: Figure 8 shows how the Booster tools fit alongside the data-oriented artefacts. The
Booster tools have been built to be general purpose and apply across a range of domains, but in
order that the ALIGNED use-cases are properly supported, some extra development is required,
ensuring that the effectiveness of the toolset can be properly evaluated within the project. Current
work includes the development of Booster systems for the ALIGNED models, suitable for
refinement and customization, and the development of a migration tool to assist the translation of
non-Booster systems into a Booster system.
In the first case, Booster specifications are being generated from the collection of ALIGNED models
within the ALIGNED model catalogue. As described in section 4, these models will be made
available as modules for further specialisation, preserving the relationship between data and
metadata. Once these are completed and validated, they will be made publically available for use
outside the consortium. A library of Booster modules is being generated to aid module
discovery. The use of these models will be evaluated in the context of the Unified Governance use
case, as described in the next section.

Figure 8: ALIGNED Models and meta-levels
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The second extension is a more general-purpose migration tool for moving data into a Booster
system. Whilst the current Booster migration tool has been built for migrating data between
systems generated from successive Booster implementations, in our use-cases there will be
requirements to migrate data from arbitrary SQL databases into one conforming to the Booster
format. Such custom migrations will require a mapping between the existing database schema, and
a known model in the catalogue. Such a mapping can be created automatically if the schema in
question has been automatically imported into the catalogue. The model-to-model transformation
within the model catalogue may then be used to generate an automatic data mapping between
implementations of those two models. In practical situations, we expect that such a mapping must
be manually inspected before application.

5

ALIGNED use cases

The OxSE team will be working with WKD in Poland to deploy Booster to build upon the existing IPG
system. IPG is a commercial intelligence system developed by Wolters Kluwer Poland (WKPL) that
contains data about Polish companies gathered from court registers and other sources. The dataset
consist of over 450k companies, 1.1M people and 3.5M documents, all of which are interlinked.
Data is gathered mostly as XML from various sources and processed through a proprietary CMS and
a standard SQL database for content enrichment and validation into a final search index that serves
data for the end-user.
The software development life cycle is mostly orthogonal to the data life cycle: changes currently
happen infrequently, but are expected to evolve dramatically in the next few years as major
upgrades are planned. IPG data is also expected to be enriched with data originating from new
sources including publicly available repositories and third party datasets.
Booster will be used to solve two major problems: one of data quality including missing or
inconsistent data, and one of managing data migrations - ensuring the smooth transformation of
data during evolution is vital to the success of the project.
Another application of Booster within the ALIGNED project will be in relation to work package 5,
and the Unified Governance tools. A Booster implementation of the DIO ontology, customised for
use with the Atlassian toolset for issue tracking, will be developed. Here the data can be explored,
and the application of constraints and update methods can be considered. This will provide a new
set of tools to be considered for application within the use-case, but also provide evaluation of the
Booster model implementations, and their suitability for further refinement or specialisation.

6

ALIGNED Methodology

6.1 Combined Data and Software Engineering with Semantic Booster
In Deliverable 2.3 [3], the ALIGNED methods specification is defined for the development of
combined software engineering and data engineering systems. The purpose of the methodology is
to increase productivity between these domains, via framework for appropriate reuse. Reuse is
ALIGNED (H2020 Project #644055)
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achieved via the definition of synchronisation points between software and data engineering lifecycles, were artefacts can be beneficently exchanged between the development lifecycles.
Semantic Booster is envisaged an example of a system that will benefit from the exchange of
artefacts between software and data engineering domains. There are two synchronisation points
defined in the tables for the ALIGNED project for Semantic Booster. Firstly In the implementation
phase of the software engineering lifecycle, Semantic Booster systems provide create, read, update
and delete functionality for data in a data store, as well as implementing any user specified actions,
using schemas provided by the Data Engineering lifecycle. The Model Catalogue, as described in
Section 4.1, may facilitate this exchange of schemas. In the Data engineering context, Booster
generated tools may be used to provide a well-defined software API, creating new data in the data
store.
Secondly, in the maintenance phase of the Software Engineering lifecycle, Booster can be used to
create new variants of an existing system and provide support for the translation of legacy data.
This is made possible where both the new Booster specification and legacy specification are
provided as schemas from the data-engineering domain. The data may be used directly by users or
by other tools via an API.

7

Next Steps

The next phase of the project will concentrate on converting prototypical Semantic Booster
functionality into usable software components suitable for the ALIGNED use cases. This will require
completion of the work on data migration, and the related development for the Model Catalogue.
It is our intention to integrate Booster components with the Dacura toolset, to enhance the
generation of editing workflows using the Model Catalogue definitions of the Seshat models. This
will utilise the weakest-precondition transformation of Booster to ensure that the workflow is
sound, and guarantee the integrity of the resultant data.
In order to facilitate further integration between Booster and some of the data-intensive systems
where data is typically stored in triples, we expect to develop some support for triple data in
Booster. In particular, one requirement is to be able to import data stored in RDF as part of an
ontology into data types, for controlling enumerated types. This will require extension to the
Booster API in order to manage import, update, and version control. Export of Booster data into
triple-based formats has also been considered, and will be useful in the Unified Governance usecase described in section 6, in order to perform additional analysis on the complex data collected.
The results of the next phase of development, along with an appraisal of suitability of the tools
within the use cases, will be detailed in Deliverable 3.6: Semantic Booster, phase 2.
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